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Abstract 

The project presents a memory and run-time efficient 

image texture classification. The project implements the 

best available algorithms for texture classification on a 

NVIDIA GPU to exploit the possible parallelism in the 

algorithms to achieve considerable speed up. I present a 

near real time implementation of texture classification. 

The method proposed by Tuzel et al. is used for the 

feature extraction [1].This method avoids the use of 

textons for texture classification. Further, integral 

histograms [2] are used for extracting co-variance 

matrices from randomly selected regions. The project 

also provides a run-time comparison of the CPU and 

the GPU implementation. In the end it explains how 

GPU memory is efficiently used to achieve speed up.  

 

Keywords:  Texture Classification, NVIDIA GPU, Integral 

Histogram, Co-variance Matrices for comparison. 

 

1 Introduction 

Texture analysis is important in many applications of 

computer image analysis for classification or segmentation 

of images based on local spatial variations of intensity or 

color. Important applications include industrial and 

biomedical surface inspection, for example for defects and 

disease, ground classification and segmentation of satellite 

or aerial imagery, segmentation of textured regions in 

document analysis, and content-based access to image 

databases. However, a major problem is that textures in the 

real world are often not uniform, due to changes in 

orientation, scale or other visual appearance. In addition, 

the degree of computational complexity of many of the 

proposed texture measures is very high. The most 

successful methods for texture classification are through 

textons which are cluster centers in a feature space derived 

from the input image. The feature space is built on the 

output of a filter bank. The process is computationally 

expensive since the images are convolved with large filter 

banks and in most cases requires clustering in high 

dimensional space [1]. LM filter bank results in a 48 

dimensional feature space, while S filter bank results in a 

13 dimensional feature space [1]. Tuzel et al. [1] propose a 

new method for texture classification without the use of 

textons. They use image intensities and norms of first and 

second order derivatives of intensities in both x and y 

direction for texture classification which results in a 5 

dimensional feature space. These extracted features are 

used to compute the covariance matrices for random 

regions in image. Porikli, Fatih et al. provide a fast method 

of calculating integral images (integral histograms) [2]. 

This method is used to calculate the integral image which is 

further used to compute the co-variance matrices [1]. In the 

report, first the definitions of the terms and the 

terminologies are presented. Later the implementation 

algorithm is presented in section 3 followed by the brief 

description of the hardware used in section 4. Section 5 

contains hardware implementation details. Section 6 

provides the experimental setup and results for the GPU 

implementation and compares it with the CPU 

implementations. The final conclusion is given in section 7. 

2 Definitions 

 

2.1 Features of the image 

The features of the image are extracted in order to 

categorize the image into one of the category which are 

further used to classification. Image intensities and norms 

of first and second order derivatives of intensities in both x 

and y direction are used as features of the image. Each pixel 

is mapped to a 5 dimensional feature space. Let F(x,y) be 

the feature space. 
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2.2 Integral Images 

Integral images are intermediate image representations used 

for fast calculation of region sums. Each pixel of the 

integral image is the sum of all the pixels inside the 

rectangle bounded by the upper left corner of the image and 

the pixel of interest. For an intensity image I its integral 

image is defined as  

Integral Image (xô, yô) = В I(x,y)x< xǋ,y< yǋ  

This is used in fast calculations of region co-variances. 

 

2.3 Covariance as Region Descriptor 

Let I be a one dimensional intensity or three dimensional 

color image. Let F be the W × H × d dimensional feature 

image extracted from I. F(x, y) = ű (I, x, y) where the 

function ű can be any mapping. For a given rectangular 

region R Ṓ F, let {zk} k=1...n be the d-dimensional feature 

points inside R. We represent the region R with the d×d 

covariance matrix of the feature points, CR, where ɛ is the 

mean of the points. 

 

CR = 
1

ὲ 1
 В (ὤὯ ‘)(ὤὯ ‘)Ὕὲ
Ὧ= 1  

 

We can write the (i, j)-th element of the covariance matrix 

as: 
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Expanding the mean and rearranging the terms we can 

write: 
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We can define two tensors P & Q such that 

 

P (xô, yô,i) = В F(x,y, i)x< xǋ,y< yǋ       i = 1é..d 

 

Q (xô, yô, i, j) = В F(x,y,i)F(x,y, j)x< xǋ,y< yǋ        

i,j = 1é..d 

P & Q are the integral images of the feature space. The 

covariance matrix proposes a natural way of fusing 

multiple features which might be correlated. The 

covariance matrices are low-dimensional compared to other 

region descriptors and due to symmetry CR has only 

(d
2
+d)/2 different values. 

 

 

2.4 Distance Calculation on Covariance 

matrices 

 

The nearest neighbor algorithm is used for classification. 

The distance measure proposed by Forstner, W et al [3] is 

used to the measure the dissimilarity of two covariance 

matrices. 

 

 
 

where ‗Ὥ is the generalized eigen value. 

 

3 Algorithm 

This section provides a pseudo code for the texture 

classification algorithm.  

 

The algorithm provided below is for the texture 

classification. Before this, a training phase is performed 

where Step 1 to 3 of the algorithm are performed on a set of 

images and the co-variance matrices are stored and are used 

in step 4 for comparing with the covariance of the image 

under test. 

 

Step1:  Read in the test image 

Step2: Calculate F (feature space), P, Q (integral images        

for the feature space) matrices. 

Step3: Calculate covariance matrix for a 64-by-64 region in 

the image. 

Step4: Calculate the distance metric of the covariance 

matrix with pre-computed covariance matrices. 

Step5: Apply k-Nearest Neighbor algorithm to find the 

texture class for the test image. 

 

 



The calculation of the F, P, Q matrices is the most time 

consuming part of the algorithm. The project accelerates 

the texture classification by offloading this part of the 

algorithm to the GPU. 

 

The calculation of P & Q was described in section 2.3. 

Here, I give a detailed description of the algorithm to 

calculate P & Q. 

 

P --- Integral Image (3D):  

Dimensions = rows * columns * number of features (F) 

for x in 1 to rows  

    for y in 1 to columns  

         for index in 1 to featureLength  

              for i in 1 to x  

                  for j in 1 to y  

                     P(x, y, index) = P(x, y, index) + F (i, j, index);  

                  end  

              end  

         end  

    end  

end  

 

Q --- Integral Image (4D):  

Dimensions = rows * columns * number of features 

(F)*number of features(F) 

 

  

for x in 1 to rows  

  for y in 1 to columns  

    for index1 in 1 to featureLength  

      for index2 in 1 to featureLength  

        for i in 1 to x  

           for j in 1 to y  

  Q (x,y,index1,index2) = Q(x,y,index1,index2)      

+ F(i, j,index1)*F(i, j, index2);  

           end 

        end  

     end  

   end  

  end  

end  

 

 

 

4 Hardware Description 

Usually, computations on images can be done in parallel as 

the pixel values are not co-related to each other. Hence if 

the algorithm permits, we can ideally process all the pixels 

in parallel.  

 

4.1 Hardware Model 

GPU devotes more transistors to data processing [4].  

 
  Figure 1: Hardware model 

 

Figure 1 gives the hardware model of the NVIDIA GPU. 

The architecture is built around a scalable array of 

multithreaded Streaming Multiprocessors (SMs). CUDA is 

the programming language used for programming this array 

of SMs. When a CUDA program on the host CPU invokes 

a kernel grid, the blocks of the grid are enumerated and 

distributed to multiprocessors with available execution 

capacity. The threads of a thread block execute 

concurrently on one multiprocessor. As thread blocks 

terminate, new blocks are launched on the vacated 

multiprocessors. 

 

 

 

 

 



4.2 Memory Hierarchy 

 

 
 

 Figure 2: Memory Hierarchy 

 

 

Figure 2 shows the memory hierarchy of the NVIDIA 

GPU.CUDA threads may access data from multiple 

memory spaces during their execution as illustrated. Each 

thread has a private local memory. Each thread block has a 

shared memory visible to all threads of the block and with 

the same lifetime as the block. Finally, all threads have 

access to the same global memory. 

 

4.3 Grid of Thread Blocks 

A kernel can be executed by multiple equally-shaped thread 

blocks, so that the total number of threads is equal to the 

number of threads per block times the number of blocks. 

These multiple blocks are organized into a one-dimensional 

or two-dimensional grid of thread blocks as illustrated by 

Figure 3. 

 
 

 Figure 3: Grid of Thread Blocks 

 

5 Hardware Implementation Details 

 

5.1 Algorithm as implemented on hardware 

 

CPU    GPU 

Step1:  Read in the test  

image 

Step2: Calculate F (feature 

space), P, Q (integral 

images        for the feature 

space) matrices. 

 

Step3: Calculate covariance  

matrix for a 64-by- 

64 region in the  

image. 

Step4: Calculate the  

distance metric of  

the covariance  

matrix with pre- 

computed  

covariance matrices. 

Step5: Apply k-Nearest  

Neighbor algorithm  

to find the texture  

class for the test  

image. 



5.2 Analysis of the algorithm (F, P, Q 

Calculation) for implementation on GPU 

 

Figure 4 shows a dependence graph for the algorithm for 

computing the P & Q integral images. The yellow colored 

nodes represent dependence at each pixel. 

 

 
 

Figure 4: Dependence Graph for P, Q Matrices. 

 

The values of P & Q integral images at each pixel cannot 

be computed independently in parallel because of the 

dependence. The green dotted lines in the dependence 

graph show the pixels whose values can be computed in 

parallel. The diagonal blue arrow gives the scheduling 

direction. 

 

 

5.2.1 GPU Utilization Concerns 

Figure 4 shows the projection direction and the scheduling 

vector for the given dependence graph. This scheduling is 

not a good scheduling direction selection for a GPU 

implementation. It causes serious GPU utilization concerns 

and can also result in a slow-down. Such scheduling shows 

that a maximum of W or H pixel values can be computed in 

parallel (anti-diagonal direction). But this case occurs only 

once during the entire pass over the image. Hence at all 

other instances, there are many threads that remain idle, 

clearly suggesting that it is not suitable scheduling 

direction. Since many threads remain idle, the GPU is 

underutilized. 

 

5.2.2 GPU Memory Concerns 

In order to remove the dependency, we can do look ahead 

transformation for the algorithm. This way of removing 

dependency requires that the entire image be available in 

the GPU memory, since the last pixel computation for the P 

& Q integral images requires all the image data. As 

mentioned in Section 4.2 each thread block has a shared 

memory. The data needs to be put in to the shared memory 

so that it is available to the executing threads in smallest 

possible latency. Also since the thread blocks execute in 

parallel and usually do not communicate with each other, it 

is better to put the required data in the shared memory of 

the thread block. If the data is available in the global 

memory, we can have conflicts when multiple threads try to 

access the same memory location as the number of read 

ports are much less than total number of threads executing 

in parallel. 

Now shared memory is limited to 4KB for a NVIDIA GPU. 

The problem is that we need to put in just the required data 

in the shared memory and the required data can be entire 

image. It is not possible to put the entire image data in the 

shared memory. 

 

 

5.2.3 Solving Utilization and Memory Concerns 

 

I propose a novel idea of using simple vector operations on 

the dependence vector. The dependence vector in the 

diagonal direction can be resolved into two dependence 

vectors in horizontal and vertical directions. Further we 

need to modify the computation procedure such that instead 

on single computation, we perform two computations. First 

we do the computations considering only horizontal 

dependence and arrive at an intermediate result. This 

intermediate result is further used and additional 

computations are performed to get the final result. During 

the second computation only the dependence in the vertical 

direction is considered. The overall dependence is the sum 

of these two dependences. Image computations allow such 

kind on resolution of the dependence vector resulting in 

simple modification of the algorithm. 

 

5.2.4 Modified Dependence Graph 

As mentioned in the previous section, figure 5 shows 

resolution of the dependence vector and figure 6 gives the 

modified dependence graph. 



 

   

Figure 5: Resolution of the dependence vector 

 

 

 

 

 

Figure 6: Modified Dependence Graph. 

 

 

6 Experimental Setup and Results 

 

6.1 Experimental Setup 

 

Matlab 2008a was used for the CPU implementation of the 

algorithm. Images were obtained from [5] & [6]. The 

images are of 256x256 pixels wide and are grayscale 

images with each pixel represented by 8 bits. 

The CPU configuration is as follows: 

 Table 1: Hardware Details for CPU 

Quad-Core Intel
®
  Xeon

®
  Processor  

Processor Speed = 3.33GHz 

FSB 1333MHz 

64 bit Processor 

2X 6MB L2 cache 

Red Hat
®
  Enterprise Linux WS v.5 (EM64T) 

 

 

 

C programming along with the CUDA language was used 

for the CPU-GPU implementation. The part of the 

algorithm that was offloaded to GPU was implemented 

using CUDA kernels and the results were compared with 

the Matlab results for accuracy. 

NVIDIA Quadro NVS 290 GPU was used for 

implementation of the CUDA kernels.  

 

 

 Table 2: Hardware Configuration for GPU 

 

Product Quadro NVS 

290 

Bus Interface PCI Express 

x16 

PCI Express x1 

Memory Size 256MB DDR2 

Memory Interface 64-bit 

Memory Bandwidth 6.4 GB/s 

Form Factor SFF 

CUDA Processor Cores 16 

Display Connectors DMS-59 (1) 

Max. Displays per Board 2 

Max Digital Display 

Support 

1920x1200 

Max Analog Display 

Support 

2048x1536 

OpenGL 3 

DirectX 10 

Shader Model 4 

CUDA enabled Yes 

 

 

 

 



 

6.2 Parallel Reduction 

 

The core of most of the kernels includes a summation with 

a maximum size of 256 elements for summation. 

I propose to use a parallel reduction method for summation 

of pixels. This method performs the summation in 

O(log(n)) as compared to O(n) for serial summation. 

 

 

Figure 7: An Example for parallel reduction 

Figure 7 shows an example of parallel reduction. The 

addressing is also sequential so that the executing threads 

do not diverge from each other. Other parallel reduction 

techniques can put the data in alternate locations and each 

time the distance between the threads increase causing 

increase in the run time. Sequential addressing with parallel 

reduction is used to achieve the best results. 

 

6.3 Grid size selection 

Grid size selection plays an important role in how 

efficiently the kernel is executed on the GPU. 

The grid size selected for operations in X direction is 256x1 

and grid size selected for operations in Y direction is 1x256 

Such selection of grid size processes each row in parallel 

for operations in X direction while processes each column 

in parallel for operation in Y direction aiding the parallel 

implementation. 

 

6.4 Results 

Figure 8 gives the runtime comparison for various kernels 

implemented on the GPU. The comparison is done relative 

to each other considering each kernel is executed once on 

the GPU.  

The kernels implemented are (top to bottom in the graph) 

cumsumX, cumsumY, filterY, filterX and prodImage. The 

last bar in the graph is for the memory copy operation. The 

comparative run times for the kernels are approximately 

31.56% , 31.56%, 22.09%, 12%, 2%, 1% respectively. The 

filtering operation runtime in the Y direction is about twice 

the filtering operation in X direction. This is because the 

image data required for filtering in Y direction is not 

available in contiguous memory locations. 

 

Figure 8: GPU Kernels runtime comparison 

 

 

Figure 9: Height Plot of kernels runtime Vs time 



Figure 9 gives the runtime of the kernels Vs time (x-axis). 

The grey part in the graph shows the CPU overhead for 

execution of that particular kernel. In terms of the 

percentage overhead, it is clear from figure 9 that memory 

copy operation has the maximum CPU overhead. But the 

CPU overhead for other GPU kernels is very small. 

Figure 10 gives a comparative chart for the GPU Vs CPU 

implementation. It gives the speed up in the runtime for 

each of GPU kernel. 

 

 

Figure 10: CPU-GPU runtime comparison chart 

 

7 Conclusion 

The project implements a computationally intensive 

algorithm for image texture classification in a NVIDIA 

GPU. This efficient implementation in GPU brings the 

runtime down from tens of minutes down to seconds. The 

project efficiently implements the computation of P & Q 

integral images in the GPU in order to exploit the 

parallelism. Algorithm reformulation has been efficiently 

used to suit the algorithm for GPU implementation. Parallel 

reduction method for large summation has also been 

proposed which helps to bring down the summation time 

complexity from O(n) to O(log (n)).  
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Appendix A 

Matlab Code 

1. Testing  

%% testing stage---> 
rows = 256; 
cols = 256; 
featureLength = 6; 
CLASSES = 5;        %no. of texture classes  
REGIONS = 2;        % make it 20 afterwards 
IMAGES_PER_CLASS = 2;  % make it 14 afterwards 
K_NN = 10;   %no. of nearest neighbours considered for classification 
  
distance = zeros(REGIONS, IMAGES_PER_CLASS, CLASSES); 
A = zeros(REGIONS*IMAGES_PER_CLASS*CLASSES,1); 
NN = zeros(K_NN,1); 
P = zeros(rows, cols, featureLength); 
Q = zeros(rows, cols, featureLength, featureLength); 
C = zeros(CLASSES, IMAGES_PER_CLASS, featureLength, featureLength, REGIONS); 
  
% step 1: read in the test image im_test 
imtest=imread('1.2.01_3.tiff'); 
% step 2: calculate F,P,Q matrices 
[PT,QT] = pqcalc(imtest); 
% step 3: calculate covariance matrix for a 64-by-64 region in the image(CT) 
CT = zeros(featureLength, featureLength); 
  
window_size = 64; 
x1      = 128;        
y1      = x1; 
x2      = x1 + window_size; 
y2      = x2; 
n       = window_size^2; 
  
term1   = (squeeze(QT(x2, y2, :, :)) + squeeze(QT(x1, y1, :, :)) - squeeze(QT(x2, y1, :, :)) - squeeze(QT(x1, y2, :, :))); 
term2   = (squeeze(PT(x2, y2, :)) + squeeze(PT(x1, y1, :)) - squeeze(PT(x1, y2, :)) - squeeze(PT(x2, y1, :))); 
term3   = double(term2)*double(term2'); 
term3   = term3 / n; 
CT = (1/(n-1)) * (term1 - term3);     
%CT is 6*6 covariance matrix for the test image 
  
for k=1:CLASSES 
    for j= 1:IMAGES_PER_CLASS 
       for i=1:REGIONS 
       % find dist(ci,CT) 
       %------------------------------------------------------------------- 
            %this is how the 5 d cov matrices shud be converted to make dem 6*6 
            %matrices 
  
            C1=zeros(featureLength,featureLength); 
            for l=1:featureLength 
                 for m=1:featureLength 



                 C1(i,j)=C(k,j,l,m,i); 
                 end 
            end 
        %------------------------------------------------------------------ 
         
       %dist = distanceMetric(C(k,j,:,:,i),CT); 
       dist = distanceMetric(C1,CT); 
       distance(i,j,k)=dist;             
       %distance is a 3-D array having distances of test image cov matrix 
       %with all the training matrices 
       end 
    end 
end 
  
% step 5: apply k-NN algorithm to find the texture class for the test image 
%here i need to sort the 3-D array distance and get an array of smallest 
%K_NN elements. 
  
%Y = reshape( distance, [CLASSES*IMAGES_PER_CLASS REGIONS] ); 
%Z = reshape( Y, [CLASSES*IMAGES_PER_CLASS*REGIONS 1] ); 
  
%somehow store [value index(i,j,k)] pair of Z,and then sort value index 
%together 
A=distance(:);    % A is a 1-D column vector here 
[B,IX]=sort(A); 
NN = B(1:K_NN); %NN is also a col vector 
IX_NN = IX(1:K_NN); %contains 1-D indices of 10 NNs 
[p,q,r] = ind2sub(size(distance),IX_NN); 
 

2. PQCalc 

function [P,Q] = pqcalc(im) 
  
tic 
  
CLASSES = 1;                        %no. of texture classes  
REGIONS = 1;                        % make it 20 afterwards 
IMAGES_PER_CLASS = 2;               % make it 14 afterwards 
featureLength = 6; 
rows = 256;  
cols = 256; 
%x = ones(rows, cols); 
%y = ones(rows, cols); 
F = zeros(rows, cols, featureLength);    
P = zeros(rows, cols, featureLength); 
Q = zeros(rows, cols, featureLength, featureLength); 
%temp = zeros(rows, cols, featureLength); 
  
h1 = [-1;0;1]; 
h2 = [1; -2; 1]; 
disp('FilterX'); 
% Get First Derivatives 
tic; 
I_x = imfilter(im, h1','replicate'); 
I_xx = imfilter(im, h2','replicate'); 
toc; 



  
disp('FilterY'); 
tic; 
I_y = imfilter(im, h1,'replicate'); 
% Second Derivatives 
I_yy = imfilter(im, h2,'replicate'); 
toc; 
  
disp('CumSumX'); 
tic; 
x = cumsum(im, 2); 
toc; 
  
disp('CumSumY'); 
tic; 
y = cumsum(im, 1); 
toc; 
  
F(:,:,1) = x; 
F(:,:,2) = y; 
F(:,:,3) = abs(I_x); 
F(:,:,4) = abs(I_y); 
F(:,:,5) = abs(I_xx);   % Why to take absolute value ?? 
F(:,:,6) = abs(I_yy); 
  
% generate P and Q matrices: integral images 
index = 1:featureLength;     
disp('P Calculations'); 
tic; 
for x = 1:rows 
    for y = 1:cols 
        temp = F(1:x, 1:y, index); 
        P(x,y,index) = sum(sum(temp));    
    end 
end 
toc; 
  
disp('Q Calculation'); 
tic; 
for x = 1:rows 
    for y = 1:cols 
        temp = F(1:x, 1:y, index); 
        P(x,y,index) = sum(sum(temp));    
         for i = 1:featureLength 
             for j = i:featureLength 
                 temp2 = temp(:, :, i) .* temp(:, :, j); 
                 tmp = sum(sum(temp2)); 
                 Q(x,y,i,j) = tmp; 
                 Q(x,y,j,i) = tmp; 
             end 
         end 
    end 
end 
toc; 
  
disp('Total Time'); 
toc 
 



3. Distance Metric 

 
function dist = distanceMetric(C1,C2) 

  
% C1 from training data 
% C2 from testing data 
%-------------------------------------------------------------------------- 

  
eigen = eig(C1, C2);            % Finds the vector of generalized Eigenvalues 
%eigen is a 6 element column vector of complex doubles 

  
eigen = abs(eigen(finite(eigen)));        % remove 'Inf' & 'NaN' elements 
temp_term = log(eigen).^2; 
dist = sqrt(sum(temp_term(finite(temp_term))));  

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Appendix B 

GPU kernels and C code 

1. C code for initialization and calling GPU kernels. 

#include<stdio.h>  

#include<stdlib.h > 

#include<math.h>  

#include<sys/time.h>  

#include"functions_cuda.h"  

#include"kernels.cu"  

#include"def.h"  

 

int main()  

{  

int *imageData, *imageData_d;  

int i,j;  

int *Ix,*Iy,*Ixx,*Iyy,*Ix_d,*Iy_d,*Ixx_d,*Iyy_d;  

int *SumX, *SumX_d,*SumY, *SumY_d,*PsumX, *PsumX_ d,*PsumY, *PsumY_d;  

int *F[FEATURELENGTH];   // Extracted Features -- > pointers to data in GPU memory  

int *Q[FEATURELENGTH * FEATURELENGTH];  

int *Q_d[FEATURELENGTH * FEATURELENGTH]; // Integral Image --  Q -- > pointers to data on 

GPU memory 

int *Int_d1,*Int_d2,*Int_d3,*Int_d4,*Int_d5,*Int_d6;  

int *tempProd_d;  

 

int *PIx,*PIy,*PIxx,*PIyy,*PIx_d,*PIy_d,*PIxx_d,*PIyy_d;  

struct timeval first,  second,  lapsed;  

struct timezone tzp;   

 

imageData = (int *)malloc(sizeof(int)*W*H);  

Ix = (int *)malloc(siz eof(int)*W*H);  

Iy = (int *)malloc(sizeof(int)*W*H);  

Ixx = (int *)malloc(sizeof(int)*W*H);  

Iyy = (int *)malloc(sizeof(int)*W*H);  

SumX = (int *)malloc(sizeof(int)*W*H);  

SumY = (int *)malloc(sizeof(int)*W*H);  

PIx = (int *)malloc(sizeof(int)*W*H);  

PIy = (int * )malloc(sizeof(int)*W*H);  

PIxx = (int *)malloc(sizeof(int)*W*H);  

PIyy = (int *)malloc(sizeof(int)*W*H);  

PsumX = (int *)malloc(sizeof(int)*W*H);  

PsumY = (int *)malloc(sizeof(int)*W*H);  

 

for(i = 0; i < FEATURELENGTH*FEATURELENGTH; i++)  

{  

   Q[i] = (int *)malloc(sizeof(int)*W*H);  

   cudaMalloc((void**) &Q_d[i], sizeof(int)*W*H);  

}  

 

cudaMalloc((void**) &tempProd_d, sizeof(int)*W*H);  

int temp;  

 

// Generating sample image data for testing  

for(i = 0; i < H; i++)  

{  

  for(j = 0; j < W; j++)  



  {  

 temp = 200*sin(i+j);  

 imageData[i*W+j] = abs(temp);  

  }  

}  

 

gettimeofday (&first, &tzp);  

 

// Allocate GPU memory  

cudaMalloc((void**) &Ix_d, sizeof(int)*W*H);  

cudaMalloc((void**) &Iy_d, sizeof(int)*W*H);  

cudaMalloc((void**) &Ixx_d, sizeof(int)*W*H);  

cudaMalloc((void**) &Iyy_d, sizeof(int)*W*H);  

cudaMalloc((void**) &imageData_d, sizeof(int)*W*H);  

cudaMalloc((void**) &SumX_d, sizeof(int)*W*H);  

cudaMalloc((void**) &SumY_d, sizeof(int)*W*H);  

cudaMalloc((void**) &PIx_d, sizeof(int)*W*H);  

cudaMalloc((void** ) &PIy_d, sizeof(int)*W*H);  

cudaMalloc((void**) &PIxx_d, sizeof(int)*W*H);  

cudaMalloc((void**) &PIyy_d, sizeof(int)*W*H);  

cudaMalloc((void**) &PsumX_d, sizeof(int)*W*H);  

cudaMalloc((void**) &PsumY_d, sizeof(int)*W*H);  

cudaMalloc((void**) &Int_d1, sizeof(in t)*W*H);  

cudaMalloc((void**) &Int_d2, sizeof(int)*W*H);  

cudaMalloc((void**) &Int_d3, sizeof(int)*W*H);  

cudaMalloc((void**) &Int_d4, sizeof(int)*W*H);  

cudaMalloc((void**) &Int_d5, sizeof(int)*W*H);  

cudaMalloc((void**) &Int_d6, sizeof(int)*W*H);  

 

 

// Copy image data to GPU Memory  

cudaMemcpy(imageData_d, imageData, sizeof(int)*W*H,cudaMemcpyHostToDevice);  

 

//cudaMemcpy(SumY_d, SumY, sizeof(int)*W*H,cudaMemcpyHostToDevice);  

//cudaMemcpy(Ix_d, Ix, sizeof(int)*W*H,cudaMemcpyHostToDevice);  

 

dim3 dimBlockX(W,1);  

//dim3 dimGridX(W/dimBlockX.x, H/dimBlockX.y);  

dim3 dimGridX(1,W);  

dim3 dimBlockY(1,H);  

//dim3 dimGridY(W/dimBlockY.x, H/dimBlockY.y);  

dim3 dimGridY(H,1);  

 

// First & Second Order Filtering/Differentiation in x direction  

// Kernel Call  

 

filterX<<<dimGridX,  dimBlockX>>>(imageData_d,Ix_d,Ixx_d);  

 

// First & Second Order Filtering/Differentiation in y direction  

// Kernel Call  

 

filterY<<<dimGridY, dimBlockY>>>(imageData_d,Iy_d,Iyy_d);  

 

// Cumulative Sum in X direction  

 

cumsumX<<<dimGridX, dimBlockX>>> (imageData_d,SumX_d);  

 

// Cumulative Sum in Y direction  

 

cumsumY<<<dimGridY, dimBlockY>>>(imageData_d,SumY_d);  

 

 

// P Calculator using CumsumX & CumsumY  



 

cumsumX<<<dimGridX, dimBlockX>>>(Ix_d,Int_d1);  

cumsumY<<<dimGridY, dimBlockY>>>(Int_d1,PIx_d);  

 

cumsumX<<<dimGridX, dimBlockX>>>(Ixx_d,Int_d2);  

cumsumY<<<dimGridY, dimBlockY>>>(Int_d2,PIxx_d);  

 

 

cumsumX<<<dimGridX, dimBlockX>>>(Iy_d,Int_d3);  

cumsumY<<<dimGridY, dimBlockY>>>(Int_d3,PIy_d);  

 

cumsumX<<<dimGridX, dimBlockX>>>(Iyy_d,Int_d4);  

cumsumY<<<dimGridY,  dimBlockY>>>(Int_d4,PIyy_d);  

 

cumsumX<<<dimGridX, dimBlockX>>>(SumX_d,Int_d5);  

cumsumY<<<dimGridY, dimBlockY>>>(Int_d5,PsumX_d);  

 

 

cumsumX<<<dimGridX, dimBlockX>>>(SumY_d,Int_d6);  

cumsumY<<<dimGridY, dimBlockY>>>(Int_d6,PsumY_d);  

 

cudaMemcpy(Ix,Ix_d,sizeo f(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(Ixx,Ixx_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(Iy,Iy_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(Iyy,Iyy_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(SumX,SumX_d,sizeof(in t)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(SumY,SumY_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(PIx,PIx_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(PIxx,PIxx_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(PIy,PIy_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(PIyy,PIyy_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(PsumX,PsumX_d,sizeof(int)*W*H,cudaMemcpyDeviceToHost);  

cudaMemcpy(PsumY,PsumY_d,sizeof(int)*W*H,cudaMemcpyDeviceToHos t);  

 

F[0] = Ix_d;  

F[1] = Ixx_d;  

F[2] = Iy_d;  

F[3] = Iyy_d;  

F[4] = SumX_d;  

F[5] = SumY_d;  

 

cudaFree(imageData_d);  

 

for(i = 0; i < FEATURELENGTH; i++)  

{  

  for(j = 0; j < FEATURELENGTH; j++)  

  {  

     productImage<<<dimGridX, dimBlockX>>>(F[i],F[j],tempProd_d) ;  

     cumsumX<<<dimGridX, dimBlockX>>>(tempProd_d,Int_d1);  

     cumsumY<<<dimGridY, dimBlockY>>>(Int_d1,Q_d[i*FEATURELENGTH + j]);  

     cudaMemcpy(Q[i*FEATURELENGTH + j],Q_d[i*FEATURELENGTH + j],  sizeof(int)*W*H,  

cudaMemcpyDeviceToHost);  

     cudaFree(Q_d[i*FEATURELENGTH + j]);  

 

  }  

}  

// Free device memory  

cudaFree(Ix_d);  

cudaFree(Ixx_d);  

cudaFree(Iy_d);  

cudaFree(Iyy_d);  

cudaFree(SumX_d);  

cudaFree(SumY_d);  



cudaFree(PIx_d);  

cudaFree(PIy_d);  

cudaFree(PIxx_d);  

cudaFree(PIyy_d);  

cudaFree(PsumX_d);  

cudaFree(PsumY_d);  

 

gettimeofday (&second, &tzp);  

 

printf("Image Data \ n");  

print2Dmatrix(imageData,15,15);  

printf("Ix \ n");  

print2Dmatrix(Ix,15, 15);  

printf("Ixx \ n");  

print2Dmatrix(Ixx,30, 30);  

printf("Iy \ n");  

print2Dmatrix(Iy,15, 15);  

pr intf("Iyy \ n");  

print2Dmatrix(Iyy,15, 15);  

printf("cumsumX \ n");  

print2Dmatrix(SumX,15, 15);  

printf("cumsumY \ n");  

print2Dmatrix(SumY,15, 15);  

printf("PIx \ n");  

print2Dmatrix(PIx,15, 15);  

printf("PIy \ n");  

print2Dmatrix(PIy,15, 15);  

printf("PIxx \ n");  

print2Dmatrix(PIxx,15, 15);  

printf("PIyy \ n");  

print2Dmatrix(PIyy,15, 15);  

printf("PcumsumX \ n");  

print2Dmatrix(PsumX,15, 15);  

printf("PcumsumY \ n");  

print2Dmatrix(PsumY,15, 15);  

 

for(i = 0; i < FEATURELENGTH; i++)  

{  

  for(j = 0; j < FEATURELENGTH; j++)  

  {  

 

    printf("Q[%d][%d] \ n",i,j);  

    print2Dmatrix(Q[i*FEATURELENGTH + j],15,15);  

  }  

}  

 

free(Ix);  

free(Iy);  

free(Ixx);  

free(Iyy);  

free(SumX);  

free(SumY);  

free(PIx);  

free(PIy);  

free(PIxx);  

free(PIyy);  

free(PsumX);  

free(PsumY);  

 

 

if (first.tv_usec >  second.tv_usec)  

{   

  second.tv_usec += 1000000;   



  second.tv_sec -- ;  

}  

 

lapsed.tv_usec = second.tv_usec -  first.tv_usec;  

lapsed.tv_sec = second.tv_sec -  first.tv_sec;  

printf(" \ n Elapsed Time sec = %ld, usec = %ld \ n", lapsed.tv_sec,lapsed.tv_usec);  

 

return 0;  

}  

 

2. GPU kernels 

// Kernel for x direction filtering/Differentiation on global  

 

__constant__ int h1[3] = { - 1,0,1};  

__constant__ int h2[3] = {1, - 2,1};  

 

__global__ void filterX(int *imageData_kernel,int *Ix, int *Ixx)  

{  

 

   int by = blockIdx.y ;  

   int tx = threadIdx.x;  

   int aBegin = by*W;  

 

   __shared__ int AS[W+2];  

   __shared__ int temp1,temp2;  

     

    AS[tx+1] = imageData_kernel[aBegin + tx];   

    AS[0] = imageData_kernel[aBegin];  

    AS[W+1] = imageData_kernel[aBegin + W - 1];  

    __syncthr eads();  

    if(by<H)  

    {  

   temp1 = AS[tx]*h1[0] + AS[tx+1]*h1[1] + AS[tx+2]*h1[2];  

 Ix[aBegin + tx] = abs(temp1);  

 temp2 = AS[tx]*h2[0] + AS[tx+1]*h2[1] + AS[tx+2]*h2[2];  

 Ixx[aBegin + tx] = abs(temp2);  

    }  

    __syncthreads();  

         

}  

 

 

// Kernel  for y direction filtering/Differentiation on global  

 

__global__ void filterY(int *imageData_kernel, int * Iy, int *Iyy)  

{  

 

   int bx = blockIdx.x ;  

   int ty = threadIdx.y;  

 

   int index = bx + ty*W;  

 

   __shared__ int AS[H+2];  

   __shared__ int temp1,temp2;  

     

    AS[ty+1] = imageData_kernel[index];  

    AS[0] = imageData_kernel[bx];  

    AS[H+1] = imageData_kernel[bx + (H - 1)*H];  

    __syncthreads();  

    if(bx < W)  

    {  



   temp1 = AS[ty]*h1[0] + AS[ty+1]*h1[1] + AS[ty+2]*h1[2 ];  

 Iy[index] = abs(temp1);  

 temp2 = AS[ty]*h2[0] + AS[ty+1]*h2[1] + AS[ty+2]*h2[2];  

        Iyy[index] = abs(temp2);  

    }  

    __syncthreads();  

     

}  

 

// Kernel for Cumulative Sum  

 

__global__ void cumsumX(int*imageData, int*SumX)  

{  

    int by = blockIdx.y ;  

   int tx = threadIdx.x;  

   int aBegin = by*W;  

 

   int j = 0;  

 

   __shared__ int AS[W];  

   __shared__ int Sum[W];  

     

   AS[tx] = imageData[aBegin + tx];   

   __syncthreads();  

    

    if(by < H)  

    {  

        Sum[tx] = AS[0];  

 for(j = 1; j <= tx ; j ++)  

        {  

  Sum[tx] = Sum[tx] + AS[j];  

 }   

         

 SumX[aBegin + tx] = Sum[tx];  

   }  

       __syncthreads();  

}  

 

// Kernel for Cumulative Sum  

 

__global__ void cumsumY(int*imageData, int*SumY)  

{  

 

   int bx = blockIdx.x ;  

   int ty = threadIdx.y;  

   int index = bx + ty*W;  

   int j = 0;  

 

   __shared__ int AS[H];  

   __shared__ int Sum[H];  

     

   AS[ty] = imageData[index];   

   __syncthreads();  

    

    if(bx < W)  

    {  

        Sum[ty] = AS[0];  

 for(j = 1; j <= ty ; j ++)  

        {  

  Sum[ty] = Sum[ty] + AS[j];  

 }   

         

 SumY[index] = Sum[ty];  



    }  

       __syncthreads();  

}  

 

// Kernel for product of the image s 

 

__global__ void productImage(int *image1,int *image2, int *prodImage)  

{  

 

   int by = blockIdx.y ;  

   int tx = threadIdx.x;  

   int aBegin = by*W;  

 

   __shared__ int AS[W];  

   __shared__ int BS[W];  

     

    AS[tx] = image1[aBegin + tx];   

    BS[tx] = image2[aBegin + tx];  

 

    __syncthreads();  

 

    if(by<H)  

    {  

   prodImage[aBegin + tx] = AS[tx]*BS[tx];  

    }  

    __syncthreads();  

         

}  


